High Confidence Medical Device Software and Systems Workshop

Trustworthy Resource Management and QoS Models for 

Next Generation UbiCare Systems
Rami Melhem, Daniel Mosse and Taieb Znati
<melhem, mosse, znati>@cs.pitt.edu
Computer Science Department 

University of Pittsburgh

Pittsburgh, PA 15260

Recent technological advances in engineering and communications technologies have paved the way for a new generation of embedded wireless devices, promising exciting new possibilities along many fronts. Although still in is its infancy, the technology holds great potential for a significant impact on next generation ubiquitous and pervasive health care. Today, hospitalized patients are tethered to instrumentation, even though some attention has been given to highly customized, high-cost wireless devices.  Instances of untethered, wireless devices have been few in number, but advances in bioengineering, biochemistry and biotechnology hold the promise of an ever-expanding pool of knowledge in this emerging discipline. Moreover, with the continued advanced in microchip technology, more and more functionalities are  being placed on smaller and smaller chips, paving the way for  wireless devices to be implanted within the body and operate at the molecular level. This technology will simplify testing, monitoring and treatment, while also improving patient quality of life by minimizing time spent in the hospital, and enabling automatic, untethered and continuous treatment of chronic conditions.

The anticipated uses of next generation medical devices have critical life implications.  The limitation of power, communication and computation capabilities calls for revolutionary solutions.  The key issue for implantable devices comes in the development of devices that have a long and relatively maintenance-free life.  This issue carries implications not only on battery life, typically lasting more than 10 to 20 years, but equally importantly on new methods to program, communicate with and control the devices. The convergence of disciplines at the micro and nano scale can change the way medicine is delivered, but breakthroughs will only occur if a reliable, dependable and trustworthy computational and networking infrastructure can be created to enable these scientific discoveries to be easily implemented in a clinical setting. Without the development of such an infrastructure, current advancements will be stymied – trapped by their own uniqueness into highly customized and costly systems that limit widespread application.  
Trust in UbiCare Systems

While security in this broader sense is an important ingredient for the success of next generation ubiquitous and pervasive health care systems (UbiCare), the subjective aspects of trust must also be taken into consideration. In its most general form, trust can be viewed as a psychological state comprising the intention to accept vulnerability based upon positive expectations of the intentions or behavior of another entity, such as a human being, system or application. In the context of UbiCare, current trust models fail on a number of points, including their inability to account for the formation and evolution of trust, which are central to human intuition. These issues call for novel formal methods for modeling and validating the notion of trust in ubiquitous healthcare, in order to facilitate interaction in the complex world of UbiCare, and bring potential for new services. 
Gaining better understanding of the psycho-sociological aspects of trust, and developing frameworks and models for trust establishment, dynamics and evolution, is paramount to wide scale acceptance of next generation medical systems. We assert, however, that the notion of “trustworthiness” is more appropriate to consider in the context of UbiCare systems.  Trustworthiness asserts that the system does what is required, despite disruptions, human errors, and attacks by hostile parties, and that it does not do other things. As such, it provides the basis to “qualify” and “quantify” the ability of the system to perform to expectation in circumstances where it is critical to do so, even when failures, either logical or physical, occur.  
Our position is that the ability to form and evolve explicit metrics for trustworthiness, and incorporate these metrics in resource management and QoS models to allow computational entities to make better decisions in situations where only partial information is available is crucial to build users’ confidence in the UbiCare system. We conjuncture that achieving this goal requires the development of novel dependable resource management models for time-critical time applications and the development of secure and efficient algorithms for critical data dissemination. The methodology toward a solution must be comprehensive and integrated on the inter-relationships between different layers of the system’s architecture and the consequent research and design issues these relationships entail. 
While significant progress is being made in specific technologies associated with micro-sensing and actuation, formidable barriers remain to large-scale deployment of fault-tolerant and secure embedded wireless systems for time-critical applications. Among those barriers are (i) a lack of adaptable and flexible task models which are reflective of the unpredictable workload properties exhibited by time-critical applications, due to high failures of embedded systems components or adversarial denial of service attacks. While several frameworks and techniques, both at the system and service levels, have dealt with security and fault-tolerance, very few offer adequate solutions which addresses the highly “unpredictable” nature of these systems and the relatively high failures of its components; (ii) a lack of cross-layer mechanisms  which integrate efficiently the functionalities necessary for the system to achieve end-to-end  support of often stringent QoS requirements; and (iii) a lack of energy-efficient, QoS-aware protocols and mechanisms, for dependable, robust acquisition, dissemination and sharing of sensed medical information in a secure and timely manner. In the following we elaborate on these issues, and discuss potential research directions to address the problems these issues entail.
Trustworthy Resource Management Models for UbiCare
There is a need for comprehensive, integrated approach, which addresses the stringent, “real-time” and “real-place” QoS requirements of the medical application, the ability of the system to fulfill its mission in a timely manner, even in the presence of failures, and the ability of the system to achieve the level of trust required by medical applications. These challenges stem from the need for a bio-compatible, fault-tolerant, energy-efficient, secure, reliable and scalable design.  This is particularly true when the interest is not only in portable smart devices, but also in implantable smart sensors that operate within the human body to compensate for various deficiencies. 
Similar to other real-time applications, embedded devices designed for next generation medical applications have two main constraints that need to be addressed, namely energy and deadline. Introducing the concept of  a “reward” as an additional constraint provides the basis for the development of novel, adaptive  QoS models, where the execution of a task, does not only depend on its timing and energy requirements, but more importantly on the reward the system collects when successfully completing this task. Consequently, QoS models are needed, where applications may have multiple task versions, each of which has different time and energy requirements, and different rewards. Based on this model, an optimal scheme would allow a device to run the most critical and valuable versions of applications, without depleting the energy source while still meeting all deadlines. Furthermore, reward-based, task differentiation provides a “natural” shield for legitimate tasks from tasks generated by DoS attacks which aim at depleting the device resources, thereby causing the system to fail its performance requirements.  The major challenge toward the realization of this framework stems from the wide variety of DoS attacks that can be staged against a large-scale, embedded system where devices are typically unattended and vulnerable. 
Current resource management models for real-time embedded systems do not take into consideration the need to tolerate failures when they occur. Specifically, neither temporal nor spatial redundancy is assumed.  Moreover, the models implicitly assume that the tasks are independent.  In time critical systems, the robustness requirement can be achieved by reserving the appropriate amount of redundant resources for execution of multiple copies (or versions) of each task.  New frameworks, which incorporate different levels of redundancy that will lead to different degrees of robustness, must be developed.  These frameworks must, not only account for robustness of the system simply in terms of redundancy, but must also encompass trust, or user tolerance to risk and trust.

The resource management frameworks must also address precedence constraints. Several models are possible, when considering the partial rewards of each subtask.  A task is composed of several subtasks, which are interdependent; in the simplest case, the subtasks form a chain and in the more general case we are faced with a general graph of subtasks.  Each subtask may have a certain reward if completed, or one can model rewards as being a task activity, and only if all leaf tasks in the graph are completed, some reward ensues.  Furthermore, there may be some tasks in the critical path that are essential and some others that are optional. Our initial investigation suggests that the precedence constraints model is NP-complete, and therefore we will resort to heuristics to solve this problem. Our prior experiences have demonstrated that this domain lends itself quite naturally to near-optimal solutions [1,2,3]. 

Because these problems are inherently hard to characterize (if not impossible, when the characterization changes over time), we need to incorporate uncertainty into our model. We envision at least two forms of uncertainty, namely (a) static, in the form of maximum and minimum expected quantities (or some other distribution), as opposed to previous approaches that dealt only with a-priori and fixed costs, completion times, values, etc.  (b) dynamic, where reward functions, precedence constraints and required degree of quality of service and robustness may change at run time depending on external factors. Different techniques for exploring these changes in requirements, including lightweight machine learning techniques that may be used for adapting the reward functions based on the observed performance of the system must be investigated.

Secure, fault-tolerant routing and data forwarding 
The anticipated uses of medical devices have critical life implications which in turn impose stringent QoS requirements on the communication network in terms of bit rate, latency and quality of service. Furthermore, support for timely acquisition and dissemination of sensed medical data requires communications and networking protocols with specific properties, including safety, flexibility, low cost, and low power consumption.  These protocols must also operate efficiently in resource-constraint environments, under extremely volatile network conditions and frequent changes in the network topology. These requirements call for a new class of scalable and energy-efficient routing protocols for dependable, robust and secure systems, which can tolerate both device failures and transient network overload. The solution must be optimized for (i) robust communications and precision location, (ii) wide range of bit rates, low cost, and low power consumption, and (iii) satisfactory performance in severely constrained resource environments. Efficient techniques must be developed to either power down or put in sleep mode nodes which are not in active use, to cope with the hard energy constraints of the wireless network and devices. The challenge is to devise these techniques without incurring significant latency which may compromise the timing requirements of the underlying application. Our methodology will driven by (i) evaluating the performance of representative decision and control applications to quantify their sensitivity related to dependability, robustness and security, and translating their performance requirements into corresponding protocol quality of service (QoS) requirements; and (ii) use of the gained understanding for the development of protocols aimed at satisfying the desired QoS requirements with the ability to cope with imperfect clock synchronization, unreliable communication, and sensor failures. 

Several systems- and network-level strategies have been proposed to enhance the responsiveness and stability of distributed and embedded systems and wireless sensor networks. They have been mostly designed to minimize energy, reduce the cost of reaction to topological changes, or ensure greater coverage. However, it is not certain that any of the currently proposed strategies are sufficiently scalable, or capable of adapting effectively to high rates of node mobility and service disruption or failures. Given the highly dynamic nature and heterogeneity of medical devices, we believe it is difficult to conceive of a single strategy that can perform optimally in all possible environments and under all possible conditions. Consequently, we argue that in order to achieve acceptable performance, for a sufficiently broad range of applications and conditions, multiple strategies should operate in the same network. This approach raises the question as to what those strategies should be, and how to effectively toggle between them.

Conclusion
Recent advances in engineering and communications technologies hold great potential for a significant impact on next generation ubiquitous and pervasive health care. We believe that the convergence of disciplines at the micro and nano scale can change the way medicine is delivered, but breakthroughs will only occur if a reliable, dependable and trustworthy computational and networking infrastructure can be created to enable these scientific discoveries to be easily implemented in a clinical setting. Our position is that the ability to form and evolve explicit metrics for trustworthiness, and incorporate these metrics in resource management and QoS models to allow computational entities to make better decisions in situations where only partial information is available is crucial to build users’ confidence in the UbiCare system. Challenges toward achieving this goal stem from the need to operate within a resource-constrained environment, and in some cases, the need to operate within a human body. We argue for an integrated and comprehensive solution for trustworthy resource management models which optimizes design decisions across different components of the system’s architecture.
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